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FLASHBLADE IN A HYBRID CLOUD 

This brief describes Pure Storage’s experiences using FlashBlade 

systems as part of a hybrid cloud pipeline for analyzing Pure1 data 

PURE1 DATA COLLECTION 

Pure1® is Pure Storage® Inc.’s web-based monitoring, fault management, and forward planning service. FlashArray™ and 

FlashBlade owners with active service agreements can utilize Pure1 without additional cost by establishing a secure 

network connection between their arrays and Pure1 servers.  

FlashArrays and FlashBlade systems send encrypted 

metadata, including logs, performance statistics, and alerts 

to Pure1 servers via the Internet every few seconds. Pure1 

stores the data, and presents it to authenticated users in 

graphical form so they can view their systems’ performance 

and utilization history and track alerts and outstanding 

service cases.  

Originally created to assist Pure Storage Technical Support 

in diagnosing and remediating customer issues, Pure1 has 

evolved into a formidable management and analysis tool, 

both for end users of Pure Storage products and for the 

company’s own technical support and engineering teams. 

Since its inception, the service has evolved to allow users to track system-wide and per-volume performance, to 

manage their own support cases, and more recently, to apply machine learning algorithms tuned by using historical 

data from the entire installed base to assist with forward planning for I/O performance and storage capacity needs.  

Systems transmit log data to Pure1 servers roughly every 30 seconds, with more extensive reports sent hourly. As the 

number of products in the field has grown to thousands, the amount of data collected has become enormous. 

Currently, systems send tens of terabytes per day to Pure1 servers. And as the installed base continues to grow, the 

amount of data collected daily will grow along with it. 

Typically, the data most recently acquired by Pure1 is accessed most frequently, but some older data remains online 

indefinitely, accessible to Pure Storage Technical Support Engineers (TSEs) and developers. Distributed data sources, 

rapid data growth, and the need for a rapid implementation made Pure1 an obvious candidate for cloud storage and 

processing. In fact, today the service and its data store are primarily hosted by Amazon Web Services (AWS).  

EXTRACTING VALUE FROM LOGS 

Pure1 data doesn’t just sit in the store waiting for customers to query it. Pure Storage development engineers use it to 

evaluate the performance and reliability of software releases. TSEs use it to diagnose customer issues, and automated 

scripts comb through it to identify arrays that have configuration and utilization “fingerprints” of known problems so 

Pure Storage can proactively alert customers to potential issues before they surface. And the company’s data scientists 

analyze it with machine learning tools to develop models based on the experiences of the entire installed base that 

customers can use to forecast their upcoming I/O performance and storage capacity needs. The graphic on the next 

page illustrates the processing pipeline for the data collected and stored in the Pure1 cloud. 
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The graphic illustrates the processing and storage pipeline of data collected by Pure1.  

 INGEST 

Connected FlashArrays and FlashBlade systems (the great majority) constantly send performance, status, and 

alert information to Pure1 phonehome servers (EC2 virtual machines). 

 ARCHIVE 

As data ages and is accessed less frequently, it moves to a lower AWS storage tier to reduce cost.  

 ANALYZE 

Automated scripts continually scan installed base data looking for conditions that match the “fingerprints” of 

known issues so that problems can be forestalled before they arise.  

Developers also analyze the data to evaluate software performance and reliability.  

 AD HOC ANALYSIS 

TSEs perform ad hoc analyses of individual systems to diagnose and remediate problems. 

 EXTRACT, TRANSFORM, LOAD (ETL) 

Python programs insert log data in a structured database for querying. 

 WAREHOUSE 

Amazon RedShift is used to query the structured data. 

 MACHINE LEARNING 

An XGBoost cluster uses time series data from the entire installed base to develop and refine models that assist 

customers with forward planning. Pure1 users can utilize the models to predict when their systems might require 

hardware upgrades to provide additional I/O performance and/or storage capacity.  

THE TROUBLE WITH AD HOC ANALYSIS 

The model works—Pure Storage and its customers have been using Pure1 for over half a decade—but it does have 

some shortcomings. First and foremost is the speed of ad hoc analysis, which is often in the solution path of urgent 

customer problems. TSEs commonly access S3 data using Filesystem in Userspace (FUSE) software, to feed UNIX 

grep and related utilities that identify relevant log entries for analysis. Each such analysis is a single-stream process 

that can take hours to execute. 

A second shortcoming is resource utilization in the ETL stage. S3 I/O performance is relatively low by modern 

standards, so the EC2 virtual machines that insert data into the structured database spend a lot of time waiting for I/O 

to complete. This in turn limits the speed with which XGBoost can update predictive models based on newly-acquired 

data, and the ability of data scientists to conduct additional experiments leading to more advanced models. 
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Finally, while grep-based ad hoc analyses were an obvious way to “get started,” the size of the installed base and the 

growing complexity of the user environments really require a more disciplined approach. What was needed is a library 

of the most common queries and a standardized methodology for creating new ones.  

SOLUTION (STAGE 1): SPARK EVERYTHING 

The first step that the Pure1 team took toward improving the 

workflow was to shorten the times for ad hoc grep queries 

with a “divide and conquer” approach using Apache Spark. 

Each query processes data that spans an interval of time, 

so the team developed a Spark “driver” to split queries into 

sub-intervals, direct each one to a separate executor, and 

collate the results for presentation.  

STORING DATA IN THE CLOUD IS CHEAP; ACCESSING IT ISN’T 

Implementing Spark improved flexibility and responsiveness for grep-based queries, but it came with a cost. As the 

Pure Storage installed base grew, the cost of storing Pure1 data in S3 

outpaced the growth of the base. At one point, an analysis of storage cost 

determined that about half the cost was for storage of active data (the most 

recent 30 days of logs), 20% was for lower-tier inactive data, and the 

remaining 30% was due to retrieval of stored data. On average, stored 

items were being retrieved (read) 8 times by the analysis, ETL, and 

machine learning processes.  

To reduce the cost of cloud storage, one can either store less data or 

move more of it to a less expensive storage tier with slower access and 

higher retrieval cost. Currently, Pure1 treats the most recent 30 days of 

data as active and moves older data to lower tiers in stages, but the 

company’s data scientists continually evaluate storage needs and 

alternative cost control strategies.  

The I/O component of cost is due to the AWS charging scheme, which is typical for cloud storage providers. To 

encourage customers to store data in their clouds, providers typically do not charge for ingesting it. Once data is 

stored, however, they assess a small charge each time an object is retrieved. Thus, the cost of sending Pure Storage 

product logs to AWS is insignificant, but each time an application reads a log, a charge is incurred. As the graphic 

indicates, retrievals account for about 30% of the company’s AWS storage bill. As the installed base grows and 

analyses become more complex, the percentage of AWS storage cost attributable to retrieving stored data is expected 

to increase. The Pure1 team therefore searched for ways to reduce this part of cloud storage cost. 

SOLUTION (STAGE 2): A HYBRID CLOUD 

To lower cloud I/O cost, one must reduce the number of times stored data items are retrieved from the cloud. For 

Pure1, one option was a service that Amazon offers to high-volume AWS users. Cooperating colocation data centers 

(“colos”) in various locations around the world offer their customers dedicated 10Gb/s links to AWS data centers.  

The Pure1 pipeline can use this facility to advantage despite the incremental cost of copying data from the cloud to 

colo storage, because pipeline applications typically retrieve each data item many times. Dedicated EC2 virtual 

machines retrieve new data and copy it to colo storage (the incremental cost). Pipeline processes, which also run in 

EC2 virtual machines, access data at the colo rather than from S3, and thus do not incur AWS retrieval charges. 

This approach has an additional potential advantage: If the storage system at the colo supports the S3 protocol, 

applications that use the protocol to access data need not be modified—they simply redirect their I/O from AWS 

storage to object stores hosted by colo storage.  
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HYBRID CLOUD ARCHITECTURE OPTIONS 

There are multiple implementation possibilities for the architecture shown in the graphic above. Although FlashBlade is 

a Pure Storage product, and although its capacity, performance, reliability, and most importantly, its support for S3 

objects made it a leading candidate, the Pure1 team did explore custom-configured “do-it-yourself” (DIY) options based 

largely on open-source software. When the cost of implementing and maintaining DIY storage at a colo was included in 

the analysis, however, the completeness of a FlashBlade solution made it the obvious choice. 

For Pure1, the architecture illustrated in the graphic incurs a cost for retrieving logs that Pure Storage products send 

directly to the AWS cloud. (Applications whose data originates on-premises would not incur such a cost.) EC2 

applications retrieve newly acquired logs and copy them to the FlashBlade system at the colo for processing by 

pipeline applications. Because the pipeline applications read data from colo storage rather than from the AWS cloud, 

no retrieval costs are incurred. This is especially advantageous for machine learning, which necessarily makes 

repeated passes over data during its training runs.  

TESTING THE HYPOTHESIS 

The graphic below illustrates the configuration that the team constructed to test the efficacy of the “hybrid cloud” for 

Pure1 use. A FlashBlade system was installed at a cooperating colo and two dedicated 10 Gb/s links to AWS were 

acquired. Incoming logs from FlashArrays and FlashBlade systems were sent both to the FlashBlade system and to a 

less-expensive AWS storage tier.  

 

Spark clusters of EC2 virtual machines performed machine learning training, ETL, and grep-based analyses of recent 

data. Processing was easily scalable by adding or removing virtual machines. FlashBlade’s support for the S3 object 

protocol made the transition simple—application I/O was redirected from the original AWS object store to a store on 

the FlashBlade system simply by changing I/O target URLs. No other changes of significance were required.  
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LEARNINGS 

The configuration worked as expected, and AWS retrieval charges did, in fact, 

decrease. What was mildly surprising, however, was that application performance was 

approximately the same as that of the original configuration illustrated on page 2. 

Despite FlashBlade’s significantly higher I/O performance, EC2 applications took 

approximately as long to run as in the original configuration.  

Some research by the team determined that the gating factor for application 

performance was the network between the colo and the AWS data center. I/O 

requests from virtual machines in the cloud to the FlashBlade system, particularly write 

requests, incurred a latency of between 5 and 20 milliseconds. The latency is due 

primarily to distance-related transmission time, but the AWS protocol stack also 

appeared to have some effect. 

The team’s conclusion was that for applications in which data can be segregated 

according to frequency of access (for example, recent vs. older for Pure1), the hybrid 

cloud+colo architecture can reduce retrieval costs for processing active data, but does 

not change application performance significantly. The architecture is therefore most 

suitable for long-running, non-interactive applications that are latency-insensitive. Moreover, communication between 

colo-based storage and applications in the cloud is both distance and link speed-limited, so single-stream application 

performance is not changed by adding links. 

SOLUTION (STAGE 3): ADDING LOCAL PROCESSING 

Thus, while the hybrid storage configuration does reduce Pure1’s data 

retrieval cost, it does not improve performance of the pipeline 

applications compared to the all-AWS architecture. The team therefore 

took the further step of installing compute servers at the colo and 

running key applications locally against recent (30-day) data. As the bar 

graph indicates, performance approximately doubled (orange bars).  

It became clear, however, that even with local processing, 

communications between applications and storage was still limiting 

performance. The next step, therefore, was to replace the 10Gb/s switch 

at the colo with a 40-100Gb/s capable one. Higher speed links between 

local applications and storage improved performance dramatically 

(green bars), in some cases by an order of magnitude. (Communication 

with AWS remains at 10Gb/s.) Moreover, as the graphic suggests, the 

more data processed, the greater the performance improvement—

precisely what is needed as the number of products in the field 

continues to grow and the pipeline becomes more sophisticated.  

LEARNINGS 

The key insights gained from moving processing from cloud to colo 

were that (a) processing data locally does improve performance 

compared to running applications in the cloud against local data, and (b) 

the performance advantage of local processing improves still further 

with a higher-performing intra-colo network. Thus, a hybrid architecture 

with local processing of active data stored locally is more suitable for 

latency-sensitive applications and applications that require high 

bandwidth between server and storage.  
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COST-BENEFIT ANALYSIS 

Hybrid cloud solutions incur “up-front” costs for equipment and installation at the colo, on-going costs for recurring 

colo charges, and in the case of Pure1, retrieval cost for copying data from AWS to colo storage. (The latter would 

obviously not be incurred by applications whose data originates on-premises.) These factors should be part of any 

cost-benefit analysis of hybrid cloud solutions. In the case of Pure1, the amount of data collected increases with the 

size of the installed base, so the payback period continually becomes shorter. Equally important, but more difficult to 

quantify, are the faster analyses, shorter training times, and increased opportunities for data science experimentation 

that all serve to improve the quality of the company’s support services and produce more accurate predictive models. 

The Pure1 team adopted FlashBlade partly because it is the company’s product, but also because the system’s 

functionality (especially its support for S3 objects), scalability, and ease of installation, configuration, and operation 

made the transition from all-AWS to hybrid storage rapid and trouble-free. Other hybridization options exist, including 

hyperconverged systems, DIY solutions using open-source software, and integrated solutions such as FlashStack™. 

Whatever the solution, the key requirements for success are flexible scaling and a high-performing intra-site network.  

Hybrid configurations offer additional advantages as well. For example, most storage solutions are snapshot-capable, 

making it possible to “freeze” data in time for out-of-band processing, application development testing, and other 

purposes. Moreover, additional applications can be run against the data for only the cost of their servers.  

THE FLASHBLADE DIFFERENCE 

In implementing the hybrid cloud, the Pure1 team’s goals were to (a) 

reduce active data retrieval cost, and (b) improve the performance of 

time-critical pipeline applications. After a break-even period of roughly 

two years, cost will be lower, and as the graphic on page 5 indicates, 

the local processing hybrid architecture has improved the performance of key applications. 

Pure Storage FlashBlade systems are all-flash network-attached storage systems that store and support simultaneous 

access to both file and object data. Systems range from a single 4U chassis containing 123 terabytes of physical flash 

to five integrated chassis with a total of 4 petabytes. They compress all data prior to storing it, so highly compressible 

data sets, as logs tend to be, result in larger effective capacities. FlashBlade systems can be upgraded while online, 

are highly available, and deliver I/O performance far superior to that of cloud-based storage. Internally, they use 

multiple independent checksums to protect stored data against single and double media failures. In short, the systems 

deliver the capacity, performance, reliability, and scalability to support hybrid cloud applications at lower cost and with 

better performance than applications implemented entirely within a cloud. 

See https://databricks.com/session/an-end-to-end-spark-based-machine-learning-stack-in-the-hybrid-cloud  

for additional information on the Pure1 hybrid cloud implementation. 
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