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Introduction 
Many organizations use the Oracle Database Management System (Oracle) to manage their most critical data, so 
backup is a key consideration for DBAs, application managers, and storage administrators. Historically, backup 
tools external to Oracle have been used to make so-called user-managed backups of full or partial database 
contents. But whatever the tool, user-managed backup has been an on-going operational challenge, due to the 
storage it requires, the additional I/O activity it generates, and to the inherent difficulty of creating backups 
from which logically consistent databases can be recovered. 

Oracle releases from 8 onward have provided backup capability as part of the RMAN administrative utility 
program. RMAN can be used to make backups of live (running) databases that are restorable to consistent 
states. RMAN backups are flexible—from them, it is possible to recreate consistent database states as of any 
point in time between the start and end of a backup operation. They come at a cost, however. At a minimum, 
RMAN live backup copies the changed blocks in a database, so like user-managed backup, it increases both 
storage requirements and I/O overhead in proportion to database size. For busy databases, RMAN’s additional 
I/O load can have an adverse effect on production application performance. 

As storage array-based snapshot technologies have become commonplace, Oracle database administrators have 
sought ways to use them as lower-overhead alternatives to RMAN and host-based user-managed techniques for 
backing up live databases. Array-based snapshots are fast and easy to create. They minimize storage 
requirements by sharing common data with live database volumes, and they can be cloned multiple times for 
fault recovery, development, testing, and administrative purposes. 

To be usable for these purposes, however, array-based snapshots must possess certain properties. This brief 
describes the Oracle requirements for array-based snapshot backups and illustrates how clones of Pure 
Storage™ FlashRecover snapshots meet the requirements, and how to configure them for live Oracle database 
backup so that the databases can be recovered to consistent states. 

Audience 
The primary audiences for this brief are Pure Storage System Engineers (SEs) and Technical Support Engineers 
(TSEs), Certified Partner system engineers, Oracle database administrators (DBAs), and others who deploy and 
support Pure Storage™ FlashArrays as Oracle database storage. Readers are assumed to be familiar with Oracle 
database backup and recovery, and with FlashArray concepts and the CLI and GUI administrative interfaces. 

References 
•  “Supported Backup, Restore and Recovery Operations using Third Party Snapshot Technologies”  

My Oracle Support (MOS) Document ID 604683.1, (available from Oracle Corporation) 
• “How to prepare the Oracle database for Third Party Snapshot Technologies and ensure a consistent 

recovery”—My Oracle Support (MOS) Document ID 221779.1, (available from Oracle Corporation) 
• “RMAN Enhancements in Oracle 12c,”—My Oracle Support (MOS) Document ID 1534487.1, (available 

from Oracle Corporation) 
• http://docs.oracle.com/database/121/BRADV/osbackup.htm#BRADV90019  

(contains material related to Storage Snapshot Optimization for taking snapshots of Oracle databases) 
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Applications for Oracle Database Backups 
Oracle DBAs back up databases for multiple reasons: 

Fault protection 
Protecting against data loss due to equipment or environmental faults (“crashes”), or to administrative 
errors such as erroneous table drops 

Corruption 
Eliminating corruption by restoring databases to states that precede corrupting events 

Reporting and Analytics 
Creating consistent, close-to-real-time clones of production databases for for reporting and analysis 

Development and test 
Creating consistent clones against which applications, structural changes, and operating procedures can 
be tested without disturbing production database workflow 

Compliance 
Creating stable images to comply with governmental regulations or organizational policies. 

All of these require backups from which consistent databases can be recreated. For fault protection, recovery to 
the most recent committed transaction is generally desirable. Other usages are more likely to require recovery 
to specific points in time between the present and the time of the backup. 

Historically, to create a recoverable user-managed backup of a live Oracle database, a DBA would first place the 
database in backup mode, causing the database management system to ensure that its persistent data 
structures are consistent, and to log additional information to ensure that the backup is recoverable. These 
measures increase redo log size, but more importantly, they increase the amount of I/O, primarily because in 
backup mode, Oracle logs entire changed blocks (typically 8 or 16 kilobytes) rather than “redo vectors” (changes 
to individual rows). 

As storage array-based snapshot technologies, including Pure Storage™ FlashRecover, have become 
commonplace, administrators have sought to use them as lower overhead alternatives for backing up live Oracle 
databases. Array-based snapshots are attractive because: 

• Creating them is almost instantaneous, so databases need only be in backup mode briefly, if at all 
• They share common data with production databases, so they reduce overall storage requirements and 

nearly eliminate the additional I/O that occurs with RMAN and host-based user-mode backups 
• They can be cloned, effectively creating copies of production databases, which can be used for recovery 

from faults and administrative errors, offline backup, database analytics, application development, and 
database management system testing. 

To meet this demand, Oracle has supported restartable databases, and complete database recovery from crash 
consistent snapshots of database storage volumes. More recently, Oracle version 12c includes a Storage 
Snapshot Optimization feature, which relaxes the backup mode requirement for point-in-time recovery. 
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Crash-Consistency 
Crash consistency, also referred to as “point-in-time consistency,” is a property of an image of any dataset.1 The 
term is often used to describe snapshots. A crash-consistent snapshot captures the state of a (possibly changing) 
dataset at an instant of time in which no updates are in “mid-flight.” All writes to the dataset prior to the 
snapshot are reflected in it in their entirety, and no part of any write that occurred after the snapshot point in 
time is reflected in the snapshot. 

Crash consistency of a dataset does not imply consistency at the application level. In the case of Oracle, for 
example, the database management system may be updating a database block while a user-managed backup is 
reading it. If a crash occurs at such an instant, a snapshot of the block may be internally inconsistent—its header 
may indicate that contents have been updated, but the updates are not present in the block content. Database 
blocks in this state are said to be fractured. 

While a crash-consistent image of an Oracle database may not be consistent from the database management 
system’s point of view, it can be recovered to a consistent state because Oracle carefully orders writes to 
persistent storage, for example, by always recording its intention to update in a redo log before writing other 
database components. Thus, as long as a snapshot preserves the order of database management system writes, 
Oracle can recover the database image it contains to a consistent state. 

Oracle Snapshot Requirements for Database Recoverability 
According to Oracle MOS document 604683.1 (see References on page 5), for a cloned database snapshot to be 
a restartable database, or to be usable for database recovery, the snapshot must: 

1. Be crash consistent 
2. Preserve write order in each storage volume in the snapshot 
3. Record the time at which it was taken (required by Oracle 12c and newer versions) 

Storage array snapshots are effectively instantaneous, and most technologies, including FlashRecover, share 
data between snapshots and their parent volumes to minimize space requirements. Thus, they mitigate the 
overhead of backup mode, but prior to Oracle version 12c, did not eliminate it entirely for the case of point-in-
time recovery. To point-in-time recover a database managed by earlier Oracle versions from cloned snapshots, 
the database would have to have been in backup mode (ALTER DATABASE BEGIN BACKUP) when the snapshot 
was taken. Immediately thereafter, backup mode could be terminated (ALTER DATABASE END BACKUP). The 
brief interval in backup mode ensured recoverability, even if the snapshot contained fractured blocks. Thus, 
prior to Oracle version 12c, snapshots would essentially eliminate the ongoing incremental I/O overhead of 
backup mode, but the overheads of entering and leaving backup mode remained. 

Oracle version 12c enhances the database management system so that databases need not be in backup mode 
when snapshots are taken in order for clones of them to be usable for point-in-time database recovery. As long 
as archived logs and up-to-date redo logs and control files are available, an Oracle version 12c database can be 
point-in-time recovered from a cloned snapshot of its datafile volumes taken before the recovery point with a 
single command similar to: 

RECOVER DATABASE UNTIL TIME '10/15/2012 15:00:00' SNAPSHOT TIME '10/15/2012 14:00:00'; 
 

Note: Use of SNAPSHOT TIME requires Advanced Compression option license.  See the link 
https://docs.oracle.com/database/121/DBLIC/editions.htm#DBLIC109 for more details. 

                                                
1  https://en.wikipedia.org/wiki/Data_consistency 
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FlashRecover Snapshots 
Pure Storage FlashArrays implement FlashRecover 
data protection and recovery technology, which 
includes the capability for taking scheduled and ad 
hoc snapshots of administrator-defined protection 
groups (pgroups) of storage volumes (LUNs). 
FlashRecover snapshots are crash-consistent—they 
capture all writes to all of a protection group’s 
volumes prior to the snapshot instant in their 
entirety. Moreover, FlashArrays preserve write 
order for all volumes, so snapshots are write-
ordered as well. Finally, snapshots are time-
stamped. Thus, FlashRecover snapshots meet the 
three Oracle requirements for database 
recoverability, so volumes cloned from them can be 
used to recover consistent databases. 

FlashRecover snapshots contain metadata that describes the volume(s) at the snapshot instant, but they occupy 
data space only when data is written to volumes after they are taken. They are both immutable and invisible to 
hosts. To enable a host to use the content of a snapshot (e.g., for Oracle database recovery), an administrator 
clones the snapshot, either creating new volumes, or overwriting the contents of existing ones.  

Like snapshots, clone volumes initially share data with the snapshots and/or volumes from which they 
originated. When a host overwrites blocks on either the clone or the originating volume, array software 
preserves the original block contents so that from the host view, volume and clone are independent LUNs. 
Because snapshots are never altered, all volumes cloned from a given snapshot are initially identical. 

Best Practices for Oracle Database Layout in FlashArrays  
Figure 2 illustrates the Pure Storage best practice 
recommendations for placing Oracle database files on 
FlashArray volumes for maximum recovery flexibility. 
Control files and online redo logs should be co-
located on a volume, datafiles can be located on one 
or more separate volumes, and the Fast Recovery 
Area (FRA), containing archive logs and database 
backups, should be on a separate volume from both. 
In Real Application Cluster (RAC) environments, the 
Oracle Cluster Registry (OCR) should also be on a 
separate volume. The key to flexible recoverability is 
to separate datafiles from control files, online redo logs, and the FRA. 

FlashArrays manage their physical storage as a single pool, and balance back-end I/O across the entire array, so 
Oracle datafiles may be placed on volumes for user convenience. Versions of Oracle prior to 12c limit maximum 
volume size to 2 terabytes, multiple volumes may be required for that reason. Appendix B contains additional 
Oracle database storage layout recommendations for FlashArrays.  

 

Figure 1: FlashArray Snapshot-Clone Data Sharing 

 
Figure 2: Oracle Database Layout for FlashArrays 
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Using FlashRecover Snapshots to Recover Oracle Databases 
Table 1 summarizes the types of Oracle database recovery available with FlashRecover snapshots. The subsections that follow describe each one 
in more detail. 

Recovery Type Typical Usage Oracle 
Versions 

Backup 
Mode 

Database 
Open Mode 

Content of Cloned 
Snapshot Requirements and Notes 

Point-in-time copy 
(aka database restart or 
restartable database) 

• Application development 
• Database layout and DBMS testing 
• Analytics 

9iR2 and newer Not required 
without 

RESETLOGS 

• Datafiles 
• Control files, 
• Online redo logs 

Oracle automatically recovers the restored 
database to the consistent state as of the 
last redo commit in the snapshot. 

Full database recovery  
with no data loss 
(aka complete recovery) 

• Recovery from equipment failure 
• Recovery from database server 

crash 
9iR2 and newer Not required 

without 
RESETLOGS 

• Datafiles 
Recovery requires  
• Access to latest control files, online 

redo logs and all archived logs 

Recovery to specified 
point-in-time 
(aka PITR,  
incomplete recovery) 

• Recovery from administrative error 
• Recovery from database corruption 
• Database layout change testing 
• DBMS update testing 

12c and newer Not required 
with 

RESETLOGS 
• Datafiles 

Recovery requires: 
• Access to latest control files, online 

redo logs and all archived logs 
• RECOVER DATABASE command with 

SNAPSHOT TIME and UNTIL specified. 

Earlier than 12c Not required 
with 

RESETLOGS 
• Datafiles 

On-host recovery requires: 
• Access to archived logs and latest 

control files and redo logs 
Off-host recovery requires: 
• Archived logs and clone of latest control 

files and redo logs 
Both require RECOVER AUTOMATIC 
DATABASE UNTIL CHANGE command 
(See Oracle Support Document 604683.1 
for instructions) 

Earlier than 12c 

Required 
 

Required with RESETLOGS • Datafiles 

On-host recovery requires: 
• Access to archived logs and latest 

control files and redo logs 
Off-host recovery requires: 
• Archived logs and clone of latest control 

files and redo logs 

Table 1: Summary of Oracle Database Recovery Options with FlashRecover Snapshots 
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Restartable Databases 
When the Oracle database management system restarts a 

database located on clones of a FlashRecover snapshot, it 

automatically performs instance recovery, meaning that it 

rolls all committed changes forward and rolls uncommitted 

changes back, making the database consistent before 

opening it. Automatic instance recovery requires access to 

datafiles, redo log files, and control files. If these conditions 

are met, the database is said to be restartable. 

Cloned FlashRecover snapshots of Oracle databases are 

crash-consistent. In essence, their contents are equivalent to 

what would result from a server crash or an Oracle 

SHUTDOWN ABORT command at the snapshot instant. When 

Oracle restarts a database located on volumes cloned from a 

FlashRecover snapshot, the database management system 

automatically recovers it to the most recent point at which it 

is logically consistent. 

Usage 
Restartable databases cloned from production database 

volumes are well suited for application development, testing 

of database layout changes, testing new database management system versions, analytics, and reporting. 

There is no automatic correlation between database states and FlashArray snapshots. If the initial state of a 

restartable database clone is critical to its usage, the administrator must take snapshots at times (e.g., end of 

accounting periods), at which the database is in the required state so that clones of them are proper starting 

points for the intended usage. 

Snapshot Requirements for Database Restart 
Oracle automatic restart assumes that a database is in a crash-consistent state, i.e., that datafiles, redo log files, 

and control files are all in their respective states as of the instant of the “crash” (snapshot). For a cloned 

FlashRecover snapshot of an Oracle database to be restartable, the snapped protection group must include all of 

its datafile, redo log, and control file volumes. FlashRecover snapshots are atomic—they capture the states of all 

volumes in a protection group (or all volumes snapped in a single command) at the same logical instant. 

With Oracle version 9iR2 and newer versions, a database need not be in backup mode when a FlashRecover 

snapshot is taken in order for a clone of the snapshot to be a restartable database. 

 
Figure 3: Restartable Database from a 

Cloned FlashRecover Snapshot 



 

AB-160501-v02 © Pure Storage 2018 | 11 

Proprietary Information  

Point-in-Time Database Recovery 
Recovery from certain types of events, such as data 

corrupted by application faults or administrative error, 

may require that a database be recovered to its state as 

of a specific point in time that is known to precede the 

event that caused the corruption. 

If a clone of a datafile snapshot that predates the desired 

recovery point is available, along with archived and redo 

logs that span the interval between the snapshot and the 

desired recovery point, and up-to-date control files, 

Oracle can recover the database to its state at the 

recovery point. Such a database is said to be point-in-time 
recoverable (PITR). 

RMAN and sqlplus utilities are the two Oracle tools for 

point-in-time recovery. Both use the abovementioned 

datafiles, logs and control files to roll a database forward 

to the consistent state nearest to the desired recovery 

point before it is opened. 

Usage 
Databases recovered to specific points in time are predominantly used to recover from corruption due to 

application faults and administrative errors, but they can also be used to clone databases to specified points in 

time for development, testing, analysis, and reporting of specific intervals of transaction activity. 

Snapshot Requirements for Point-in-Time Database Recovery 
Recovering a database to a specific point in time requires a cloned snapshot of its datafiles taken prior to the 

recover point, redo logs and control files newer than the desired recovery point, and archived logs that span the 

interval between the snapshot time and the desired recovery point (Figure 5). For databases managed by Oracle 

versions prior to 12c, the database must have been in backup mode at the time of the datafile snapshot. 

For a FlashRecover datafile snapshot to be crash-consistent, the datafile volumes must be in a single protection 

group, or they must have been snapped by a single command. (If all datafiles are located on a single FlashArray 

volume, a snapshot of the volume is sufficient.) With protection groups that include both datafiles, control files, 

and online redo logs, such as are required for restartable databases, administrators can clone individual datafile 

volumes for point-in-time recovery. 

On-host point-in-time recovery uses the production 

database’s control files and online redo logs. Off-host 

recovery may require a cloned snapshot of the control 

file/redo log volume for accessibility, or for situations 

where the live control files and online redo log are being 

used for other purposes. In both cases, access to the 

database’s archived redo logs is required. 

 
Figure 4: Database Point-in-Time Recovery 

from a FlashArray Snapshot Clone 

 
Figure 5: Input Log Requirements for Point-in-Time 

Database Recovery 
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Complete Database Recovery with No Data Loss 
The extreme case of point-in-time database recovery is recovery to the current time, or more precisely, the time 

of the event that necessitates recovery. Complete recovery is usually necessary when a database’s datafiles are 

irreparably damaged, but its archived logs, redo logs, and control files remain intact and accessible. For 

databases managed by Oracle version 9iR2 and newer releases, complete recovery from a cloned datafile 

snapshot does not require the database to have been in backup mode when the snapshot was taken. 

For complete recovery on-host, the administrator clones the datafile volume(s) from a FlashRecover snapshot 

and uses the Oracle RECOVER AUTOMATIC DATABASE command to apply archived and current redo log 

information. Complete recovery on a different host additionally requires cloned snapshots of current redo logs 

and control files. In both cases, when recovery completes, the database can be opened for use. 

Conclusion 
Clones of Oracle database volumes made from crash-consistent FlashRecover snapshots significantly reduce the 

impact of backing up databases and recovering them for any of the common recovery, analysis, reporting, and 

testing purposes. Judicious database layout and FlashArray protection group configuration (Figure 2) make it 

possible to clone some or all of a database snapshot’s volumes for point-in-time recovery, complete recovery 

with no data loss, or restartability, either on the database’s original host or on a different one. 
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Appendix A: 
Point-in-Time Recovery Requirements 
For cloned snapshots of databases managed by Oracle versions earlier than 12c to be point-in-time recoverable, 

the snapshots must have been taken with the databases in backup mode. In some cases, cloned snapshot-based 

point-in-time recovery may be possible. My Oracle Support document 604683.1, available from Oracle 

Corporation, contains instructions and scripts that can be run against snapshot-based clones of pre-version 12c 

databases to determine the minimum (least recent) recovery points possible. Minimum recovery points are 

expressed in terms of the Oracle System Change Number (SCN). 

As described in the main body of this brief, the Oracle scripts are run against a database consisting of (a) 

datafiles restored from a snapshot, (b) up-to-date control files and online redo logs, and (c) archived logs. The 

combination of archived and online redo logs must span the interval between the datafile snapshot and the 

desired recovery point. Databases restored in this way may be internally consistent, and therefore require no 

further recovery. If a database requires recovery, the administrator should open it with the RESETLOGS option 

after recovery. Once RESETLOGS has been specified, the database can no longer be recovered to any point prior 

to the time to which the logs are reset. 

For snapshots taken while a database is not in backup mode, the Oracle version 12c RECOVER DATABASE 

function includes SNAPSHOT TIME2 and UNTIL options that enable a DBA to specify the time of the snapshot on 

which the recovery clone is based and the desired recovery point. Both are specified as date-times rather than 

SCNs. With Oracle version 12c, it is no longer necessary to place a database in backup mode before taking a 

snapshot in order for clones of it to be usable for point-in-time recovery.   

                                                
2 Use of SNAPSHOT TIME falls under Storage Snapshot Optimization feature starting Oracle 12c and it requires Oracle Advanced 
Compression option license. 
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Appendix B: 
Recommended Layout for Oracle Database Storage 
Suggested Database Layout for Snapshot-Based Recovery 
Figure 6 illustrates Pure Storage’s generally 

recommended layout for Oracle database files on 

FlashArray volumes, using ASM storage management 

as an example (a file system-based layout would be 

similar). The figure shows three ASM disk groups: 

+DATA 

This group should contain the volumes on 

which the database’s datafiles and temporary 

files are located. Because FlashArrays treat all 

storage as a single pool across which they 

optimize occupancy and performance, 

volumes in this group can be organized to 

meet user requirements. The pre-version 12c 

Oracle restriction to volume sizes of 2 

terabytes or less, may also be a consideration. 

+CONTROL 

This group should contain the Server 

Parameter File (SPFILE), the database’s control 

files, and online redo logs. Pure Storage 

recommends against multiplexing redo logs 

because (a) all FlashArray volumes are 

protected by RAID-3D, which offers superior 

protection against hardware faults compared to multiplexing, and, (b) Oracle writes multiplexed redo 

logs serially, to the detriment of production database performance. In most cases, this group should 

contain a single volume. 

+FRA 

This group should contain the Fast Recovery Area, providing storage for any RMAN backups of the 

database and the archived redo logs. 

The suggested layout is based on some important properties of FlashArray storage: 

Single Hardware Pool 
A FlashArray organizes and manages all of its storage hardware assets (SSDs and flash modules) as a 

single pool. It allocates storage and optimizes I/O performance globally across the entire array. There is 

no performance advantage to be gained, for example, by placing certain datafiles on different volumes. 

All FlashArray volumes are entirely virtual; sizes can be increased instantly as required.  

Array-Wide Data Protection 

FlashArrays use RAID-3D to protect all data and metadata against loss due to hardware failures. RAID-3D 

protects against any two concurrent device failures or unrecoverable read errors in a single write group 

 
Figure 6: Pure Storage Recommended Layout for 

Oracle Database Recoverability 
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(usually 10-12 devices). It protects each write group independently, and in addition, includes extensive 

checksumming to detect read errors within a single flash page and to verify end-to-end data integrity. 

Array-Wide Data Security 

FlashArrays encrypt all persistently stored data and metadata using AES-256. Arrays are certified to 

conform to the FIPS 197 and FIPS 140-2 Level 3 U.S. Federal Government information security standards. 

Flexible, Efficient Snapshot Technology 

FlashArrays create atomic point-in-time snapshots of administrator-defined protection groups of storage 

volumes, either automatically on a regular schedule or upon ad hoc administrator command. Snapshots 

are immutable for their lifetimes; any number of initially identical cloned volumes can be created from a 

single snapshot. While all volumes in a protection group are snapped at a single instant of time, volumes 

can be restored either as a group or individually. This is particularly important for Oracle database 

recovery, because it means that with the recommended layout illustrated in Figure 6, a single snapshot 

can be the basis for point-in-time or complete recovery, or for database restart. 

Snapshots, and volumes cloned from them, are space-saving—they share all unmodified data images 

with the volumes from which they originate. FlashReduce data reduction utilizes physical storage 

efficiently by compressing data and deduplicating globally throughout an array. 

These properties add up to a new level of simplicity in managing storage for Oracle databases. With FlashArrays, 

storage administration for Oracle basically reduces to allocating volumes, creating protection groups, and 

resizing volumes when more capacity is needed in a particular area. There are no RAID groups to create, no 

encryption to manage, no file co-location or segregation issues to consider. 

Database Storage Sharing 
The layout shown in Figure 6 is a per-database layout. Schema as a Service and Oracle version 12c pluggable 
databases should use separate layouts in separate ASM disk groups for each database, because Oracle makes no 

provision for recovering a single database from a shared ASM disk group. 

During a snapshot-based recovery the entire DATA volume is restored to an earlier snapshot while the control 

files, Online redo logs and archived redo logs stored in the original CONTROL and FRA volumes are used to 

perform a (Complete or Incomplete Point in Time) recovery. With this in mind there are some caveats that must 

be considered before using this as a backup and recovery method: 

General Best Practices 
To use the recommended FlashArray database storage layout effectively, the DBA should: 

• Configure the database so that Oracle automatically allocates all files on volumes according to the 

recommendation shown in Figure 6 

• Configure the database so that Oracle backs up its control files automatically to the ORACLE_HOME area. 

This makes recovery possible in cases where database structure is changed after the recovery snapshot  

• Adjust FlashArray retention of scheduled snapshots to coincide with database redo log and archived log 

retention periods 

User policies and application requirements may suggest additional best practices. 
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