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Introduction 

In today’s world, Oracle® Database Server is at the heart of some of the largest, mission critical 
enterprise applications. These applications are business-critical and must be operational around the 
clock as they represent tremendous value to many organizations. Rapid increases in data volumes 
and business demands make it very difficult and complex to provide high availability and protection to 
these valuable data assets. To meet these increasingly high demands, Oracle database administrators 
need tools that will help them to facilitate regular backups with very minimal impact to the production 
database, perform quick restores and recoveries, and create database clones quickly and non-
disruptively for test and development.  

Catalogic Software® ECX™ Copy Data Management platform, deployed in conjunction with the Pure 
Storage® FlashArray, provides full lifecycle management of business critical data through automated 
workflows that allow you streamline the creation, management and use of Oracle database copies.  

This document is intended to discuss the specific ways to manage, orchestrate and analyze Copy 
Data in an Oracle database environment deployed on the Pure Storage FlashArray using Catalogic 
Software’s intelligent Copy Data Management platform, ECX. 

Audience  

The target audience for this document includes Pure Storage System Engineers (SEs), Technical 
Support Engineers (TSEs), Certified Partners system engineers, Oracle database administrators 
(DBAs), and others who deploy and support Pure Storage FlashArrays as Oracle Storage. 

Benefits 

There are many advantages of deploying Catalogic ECX with Pure Storage for Oracle. Some of them 
are listed below. 

• Create application aware snapshots in the storage array with minimal impact on production 
resources 

• Provision development environments which are periodically refreshed based on a routine 
schedule or on demand 

• Populate test environments with near real time production data 

• Quickly perform root cause analysis using a copy of production data 

• Test bug-fixes during development cycles  
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Pure Storage Snapshot Overview 

With Pure Storage FlashArray//m, organizations can dramatically reduce the complexity of storage to 
make IT more agile and efficient. Database copies can be created and managed at the storage array 
level by leveraging zero-footprint snapshots. Snapshots are an intrinsic part of the Purity Operating 
Environment. That is, read/write addressable volumes that are created "virtually" and can be mounted 
and used by servers. The goal is to provide access to data quickly while remaining extremely space 
efficient.  

The Pure Storage snapshot management interface is designed to provide flexibility, scale, and ease of 
use. The interface allows users to select one or multiple volumes simultaneously to create a 
consistent point-in-time snapshot of all the selected volumes. Snapshots can also be created 
instantaneously for all the volumes owned by a host or host group thereby providing a consistent 
view of data for all the volumes assigned to selected hosts at a given point in time. Purity snapshots 
also protect volumes from accidental deletion by creating an internal snapshot before a volume 
delete is triggered. Leveraging FlashArray’s flexible protection policy management, a user can 
automate the creation and retention of snapshots for local data protection and recovery. 

Catalogic Software - Overview 

Catalogic Software delivers an optimal solution to the copy data management crisis that exists in 
many database environments today.  Copy Data Management platform ECX performs CDM “in-place”, 
meaning that it leverages your storage environment, like Pure FlashArray’s snapshot and replication 
technologies to leverage copies within the primary production environment, rather than requiring new 
copies to be created in a secondary environment. This in-place approach is especially valuable in 
database environments where the data needs to remain online and accessible continuously in 
addition to the performance benefits Pure FlashArray provides along with the space efficient 
snapshots which addresses the excessive data volume requirements for CDM.  

ECX immediately delivers on three key value areas by managing the full lifecycle of Copy Data.  ECX 
allows IT to manage, orchestrate and analyze Copy Data across the enterprise and cloud.   

Catalog 
The Catalog function discovers the assets in your environment to build a rich, meta-data catalog 
which you can search for numerous IT objects.   

Automate 
The Automate function brings automation and ease of operations to common IT tasks, using a policy-
based model.   

Transform 
And finally, these features let you transform your IT environment by easily expanding into areas such 
as hybrid cloud and DevOps.  

With this core functionality, ECX drives many use cases as shown in Figure 1. ECX allows IT to 
leverage application consistent data copies to drive use cases like enhanced protection and disaster 
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recovery, automated Dev-Test, DevOps integration, and near real-time data access for Business 
Analytics. At the heart of the platform is an actionable catalog and a robust policy engine to manage 
and orchestrate the Copy Data environment and associated workflows.  ECX has detailed and 
customizable reports along with an advanced query engine providing deep analysis as well as real-
time and historical service-level reporting.  

 

 
Figure 1. Catalogic Software Overview 

 

Copy Data Management 

Pure Storage FlashRecover Snapshots deliver superior space efficiency, high scalability, and 
simplicity.  Catalogic ECX compliments Pure Storage by providing a centralized management of these 
snapshots. 

Database administrators working extensively with Oracle are challenged when faced with mission-
critical use cases such as Backup, Recovery, DevOps, and Business Analytics.  This is especially true 
given that most Oracle databases expand in size and number over time and need to be up and 
running 24x7x365. 

Oracle DBAs struggle with the following: 

• Backups are slow, complex and need constant management  

• Backup processes impact production servers 

• Recoveries are slow and complex   
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• Repurposing application consistent backups (clones) for DevOps and Business Analytics is 
slow, complex and storage inefficient  

• Lack of automation for producing quick and secure clones required to accelerate DevOps 

• Copy sprawl problems occur due to no central catalog of copies  

• Unable to meet stringent RPO and RTO requirements  

Pure Storage FlashArray along with Catalogic ECX simplifies Oracle database copy management by 
enabling administrators to orchestrate application consistent copy creation, recover and clone 
databases in minutes instead of hours or days. ECX copy management leverages advanced storage 
features such as snapshot and replication to rapidly create, replicate, restore or clone copies of 
Oracle databases which are space and time efficient. ECX enables IT organizations to focus on the 
copy and recovery requirements of the business rather than the technical details of the underlying 
storage platforms. 

ECX automated workflows allow clients to streamline Copy Data Management operations. It leverages 
the Pure Storage REST API snapshot features to create and manage snapshots as described in the 
following sections. 

 

System Requirements 

Ensure that you have the required system configuration to deploy and run ECX with Pure Storage.  

Pure FlashArray//m series 

• Purity v4.2.3 or later 

• REST API v1.5 or later 

Oracle 11gR2 or Oracle 12c 

• Single instance – a single instance running on a single server accessing a database 

• RAC (Real Application Clusters) leveraging ASM (Automatic Storage Management) – more 
than one instance running on multiple servers are accessing a database simultaneously 

Linux physical servers 

• RHEL/CentOS 6.5+, RHEL/CentOS 7.0 and above 

• OEL 6.0+, 7.0+ 

• SLES 11.0+, 12.0+ 
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      Licensing  

• Pure Storage FlashArray requires no licensing fee for any of its software functionality  

• ECX is licensed per-FlashArray and costs vary by array model  

      Protocol Support 

• Fibre Channel 

• iSCSI 

      Catalogic Software ECX version  

• 2.5 or above 

 

Pre-requisites 

Ensure the following pre-requisites before walking through the configuration steps and use cases 
presented in the document. 

1.  Catalogic ECX Virtual Appliance – ECX is a self-contained virtual appliance. ECX deployment 
will automatically create a new virtual machine and install the necessary components. It is a 
software defined control plane that manages all the activity between applications, virtual 
machines, and storage systems through API calls.  

2. Oracle Environment -  Oracle should be installed and running on a physical server with data 
hosted on Pure Storage.  

3. Pure Storage Volume – One or more volumes needs to be connected to the Oracle servers.  

4. Security – ECX requires the following privileges 

• Sudo privileges for the operating system – This is required for tasks such as discovering 
storage information, rescanning iSCSI sessions, and mounting and unmounting disks.  

• Permissions to read the Oracle inventory –This is required to discover and collect 
information about Oracle homes and databases.  

• SYSDBA privileges for database instances –This is required to perform several database 
tasks such as querying instance details, starting and ending hot backup mode, and 
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performing RMAN cataloging during backups, as well as starting and stopping instances 
during restore.  

• SYSASM privileges for ASM instances – This is required to perform several storage tasks 
such as querying ASM disks information as well as renaming, mounting, and unmounting 
diskgroups during restore. 

 

 

Solution Overview 

ECX delivers a robust in-place Copy Data Management platform, giving IT a single enterprise-wide 
system that replaces the complicated set of products, tools and scripts that are collectively used 
today. ECX is a software-only solution that installs as a virtual machine, requires no agents, and 
deploys within 15 minutes. ECX automated workflows allow clients to streamline Copy Data 
Management operations 

 

 
Figure 2. ECX Oracle copy management overview 

Catalogic ECX catalogs all the primary Copy Data in your Oracle databases hosted on Pure Storage 
FlashArray. This allows you to orchestrate, analyze, search, and report on all your application data, 
allowing you to take full advantage of your data assets. By cataloging and managing all tiers of array-
based snapshots and Oracle objects, with an intuitive point and click interface, clients can automate 
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and orchestrate Oracle aware snapshots and instantly use them for test-dev, disaster recovery and 
analytics operations. Additionally, the power of Pure Storage FlashRecover snapshots ensures that 
the tasks are completed in seconds without impacting the performance.  

The orchestration and automation in ECX involves two operations, Copy Data Polices and Use Data 
Policies, as shown in Figure 2. 

Copy Data policies enable application consistent in-place snapshots and array based replication. The 
first step in a Copy Data policy is injection of a light weight agent into the servers running the 
database instances. As a next step, ECX automatically identifies the mappings between the Oracle 
databases and the underlying storage volumes. The Oracle database is then placed in a hot backup 
mode temporarily and a FlashRecover snapshot is created on the Pure Storage array. The application 
is then taken out of hot backup mode and the lightweight agent is removed. Additional options like 
log backup, RMAN cataloging, and data masking can be added to the workflow. Templates can be 
customized with storage workflow features. Storage workflows define the operations performed on 
Pure Storage FlashArray driven by REST API calls from ECX. Storage workflows include in-place 
FlashRecover snapshots, replication, storage quotas, etc. Replication relationships and target storage 
provisioning are automatic and are detailed in the Storage Workflows section. 

Use Data policies leverage these copies of production data and make them available instantly for a 
multitude of use-cases including disaster recovery, dev-test automation, and improved DevOps. Use 
Data policies can be created for individual databases or multiple databases and assigned to end 
users based on Roles Based Access Control (RBAC).  

 

Installation and Configuration 

ECX is packaged as a self-contained VMware OVA. ECX is installed using a few clicks within a 
VMware infrastructure. In vSphere, simply specify the location of the .ova file and pick the Host and 
Network to deploy the appliance as shown in Figure 3. ECX comes pre-packaged with all the required 
software, and once powered on, the console screen points to the link to the portal as seen in Figure 
4. 

 

Figure 3. Deploy ECX virtual appliance 
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Figure 4. ECX appliance with link to web portal 

Once you have deployed the OVA, you will be requested to enter a license key. The key (ECX.lic) is 
applied to the appliance by logging into the management console. 

Follow these instructions to apply the key: 

1. From a web browser, enter the following URL to access the management console of the virtual 
machine where ECX is deployed: 

 https://(HOSTNAME):5480/ where (HOSTNAME) is the HOSTNAME or the IP address of the 
virtual machine where ECX is deployed.                 

2. In the login window, enter the default user name and password to access the management 
console of the virtual machine: 

 User Name: administrator 

 Password: ecxadLG235 

 Note: This is the default password.  We strongly recommend you to change this as per your 
standard operating procedures. 

3. Click the License tab as shown in Figure 5. 

4. In the License field, browse for ECX.lic on your computer, then click Upload. You may have to 
authenticate again with username and password 
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Figure 5. License key upload 

Once the license key is uploaded Select the ‘Application Home’ link to access the Catalogic ECX 
portal. Alternatively, the portal link can also be accessed by entering the URL 
https://(HOSTNAME):8443/portal where (HOSTNAME) is the HOSTNAME  or the IP address of the 
virtual machine where ECX is deployed. From any web browser. Figure 6 shows the login dialog to 
access the application. Login using default credentials  

 User Name: admin 

 Password: password 

You will be prompted to change the password on first login which you should do to adhere to your 
standard operating procedures.  
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Figure 6. ECX web portal login 

The first step in configuration is to register the storage assets and Oracle resources and assign them 
to their respective sites. This is a simple and intuitive one-time agentless registration process. ECX 
has a site-based concept to identify resource location and the capability of selecting a data copy to 
be used from any of the sites. To create a site, click on Configure tab, select Sites, click New, and 
enter the Site name as shown in Figure 7. For this whitepaper, the setup has two sites: ‘New York, NY’ 
and ‘San Francisco, CA.’ 
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Figure 7. Create sites 

To add Oracle and Pure Storage FlashArray resources, click the Providers sub-tab in the Configure 
tab, right-click and select Register, as shown in Figure 8.  Register the two Oracle servers and the two 
Pure Storage FlashArray //m50 systems in “New York, NY” and “San Francisco, CA” sites and fill in the 
details, as shown in Figure 9. The registration dialog box takes in credentials and a site selection.  

 

Figure 8. Register resource 
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Figure 9. Register Pure Storage and Oracle resource 

Once the resources are registered, ECX will automatically create a Catalog policy. This Catalog policy 
will discover high-level objects in storage arrays, such as storage volumes, capacity, etc., and for 
Oracle it will discover all the databases contained in that server. 

Figure 10 shows the Plan page, where all the core management functionalities of ECX are performed. 
The plan page is where the Copy and Use Data policies are created. We will explain them in detail in 
the following sections. 

 
Figure 10. ECX copy management plan screen 
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Storage Workflow - Templates 

Storage workflows allow the storage administrator to create multiple templates, which define the 
sequence of operations, and to assign service levels to each of the templates (for example, a 
Gold/Silver/Bronze service level model). Having visibility into your existing data sets, applications, 
snapshots, and mirrors is important to help determine how your data is currently being used today, 
and to make decisions on how it should be leveraged as you move forward.  However, that is only 
half the battle.  The other half starts with the simplification of the existing data copy creation 
processes through automation, such that the data copies align with the SLAs of the enterprise, while 
ensuring compliance and auditability of the environment via exception-based reporting. As you 
introduce the creation of data copies in multiple destinations, this management and orchestration 
becomes impossible without the right tools. 

In this section, we will go through the steps to create Storage Workflows for Pure FlashArray systems 
that would allow the storage administrator to publish templates that can be used in the Copy Data 
policies for applications like Oracle. 

Storage admins can create multiple templates based on SLA requirements.  In the Plan tab, select 
Storage Workflows, then click New. The new Storage Workflow pane opens as shown in Figure 11 

 

Figure 11. ECX create new storage workflow 

For Type, select the Pure Storage FlashArray option. Then select the Pure Storage icon with label 
Source. This gives you three options: Add Snapshot, Add Replication and VM Copy. Select “Add 
Snapshot” and name the storage workflow “Pure Snapshot”, as shown in Figure 12. You can define 
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the snapshot retention based on the Service level agreements of the organization. Click Finish to 
save the storage workflow. 

 

 
Figure 12. Pure Storage workflow 

Similarly, we will create another storage workflow for replication called “Pure Replication.” Right click 
on the Source icon and click “Replication”. Browse the site “San Francisco, CA” and select the Pure 
FlashArray registered as the replication destination shown in Figure 13 . Set the retention policy for 
the snapshot. Here we will use the default of 90 days. Click Finish. 
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Figure 13. Pure Storage replication destination 

You can create additional Storage templates with different frequencies and set appropriate 
retentions. 

Application Catalog Policy - Database Discovery 

Cataloging objects is required for browsing, searching, and reporting in ECX. An Application Catalog 
policy provides the framework to catalog and collect information about your Oracle application 
servers.  

Run an Application Catalog policy to analyze your application servers in real time and navigate and 
correlate the objects from across the Enterprise in a single view. Additionally, you can infer sprawl, 
storage overutilization, and other storage inefficiencies.  

There is a discovery process to identify and collect details of the databases running on the specific 
host and map the corresponding volumes in the Pure Storage FlashArray. 

To create an Application policy:  

1. Click the Plan tab. On the Views pane, select Policies as shown in Figure 14 . 
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Figure 14. ECX create application catalog policy 

2. Click the All Policies tab, select New, then select Application in the Catalog Data column. The 
Application Catalog Policy editor opens. 

3. Select the Oracle catalog data template. 

4. Click the 1: Source tab. From the list of available providers, select one or more providers containing 
application data that you wish to catalog. If you are creating an Application Catalog policy using an 
Oracle template, registered Oracle providers display in the source pane. 

5. Click the 2: Notification tab. Enter the email addresses of the status email notifications recipients. 
Click Add to add it to the list. For this paper, we will skip this step. 

6. Click the 3: Schedule tab. Select “Start job now” to create a policy that starts the job immediately. 
Optionally, you can Select schedule job to start at later time to view the list of available schedules. 

Note: To create and select a new schedule, click Views, then select Schedules. Create a schedule, 
then return to the policy editor, refresh the Available Schedules pane, and select the new schedule. 

7. Click the 4: Finish tab. Enter a name for your policy and a meaningful description. We will use the 
name ‘Oracle Catalog’ for this policy. Click Finish. 

Note: Since we selected the “Start job now” option, the job runs right after clicking the Finish button 
and opens the Monitor tab to show the status of the policy execution. 
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Scenario 1 - Database Cloning 

Catalogic ECX and Pure FlashArray snapshots enable instant database aware snapshots and 
recoveries.  

The objectives of the scenario are: 

• Create an Oracle consistent snapshot of the database “prod” on the production system 
hosted on Pure FlashArray in the “New York, NY” site.  

• Use the snapshots to instantly recover the database and rename it as “clone” on the second 
Oracle host registered in “San Francisco, CA” site.  

This paper uses two Red Hat Enterprise Linux 7.0 hosts running Oracle 12c Release 1 (12.1.0.2) in two 
locations, with database (prod) with archived logs enabled. We will be running through three 
scenarios to test database snapshots and recoveries. 

The “prod” database is setup on three volumes fs_prod_data01, which holds all datafiles, 
fs_prod_redo01  which holds all redo logs and fs_prod_arch01 which holds all the archive logs, as 
shown in Figure 15. Each of these volumes is mounted on the server as ext4 filesystem.  To 
accomplish this scenario using Catalogic ECX, we first create an application consistent snapshot using 
“Copy Data Policy” and subsequently clone the database using “Use Data Policy.”  

 
Figure 15. Oracle data and log volumes on Pure Storage 
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Copy Data Policy - Database Snapshot 

Within ECX we will create application consistent Copy Data policies that are aligned with existing best 
practices for different data sets. 

1. Click the Plan tab. On the Views pane, select Policies. 

2. Click the All Policies tab, click New, then select Application in the Copy Data column as 
shown in Figure 16. The Application Copy Policy editor opens.  

Note: For this paper the Plan screen view in Figure 16 is limited to Pure Storage and Application icons. 
You will see additional Storage vendor icons in the Plan screen in your environment. 

 

Figure 16. ECX create copy data policy 

3. Select an Oracle template as shown in Figure 17. 
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 Figure 17. ECX select Oracle template 

4. Click the “Step 1: Source” tab. From the list of sites, expand the “New York, NY” site and the 
Oracle instance to view associated application databases. Click the checkbox to select ‘prod’ 
database as shown in Figure 18.  

 

Figure 18. ECX select Oracle database for snapshot 
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Note: You cannot select a database if it is not eligible for protection. Hover your cursor over the 
database name to view the reasons the database is ineligible, such as the database is running in 
NOARCHIVELOG mode, or the database files, control files, or redo log files are stored on 
unsupported storage.  

5. Click the “Step 2. Storage Workflow” tab, then select a Storage Workflow that meets your 
copy data criteria. We have two workflows, “Pure Snapshot” and “Pure Replication” as shown 
in Figure 19. Click “Add” to select the storage workflow Pure Snapshot” as shown in Figure 20. 

 

Figure 19. ECX storage workflow 
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Figure 20. ECX select Pure snapshot 

6. Set a time to run the Storage Workflow with the Specify Activation Time trigger, then click Add 
to add it to the policy. To run the Storage Workflow on demand through the Monitor tab, select 
Manual. If configuring more than one Storage Workflow in a policy, use the same workflow 
option to trigger multiple Storage Workflows to run at the same time. In this case, we will 
select “Manual" to run the policy on demand as shown in Figure 21 
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Figure 21. ECX select storage workflow manual 

7. Click the “Step 3. Options” tab to set the policy options. For this scenario we will skip the 
steps and leave the default options as shown in Figure 22. 

 
Figure 22. ECX policy options 
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8. Click the “Step 4. Log Backup” tab. The default option is Use existing archive log 
destination(s). ECX automatically discovers the location where Oracle writes archive logs. If 
the existing location is not on supported storage, or if you wish to create an additional backup 
of database logs, enable the Create additional archive log destination option, then specify a 
path that resides on supported storage. When enabled, ECX configures the database to start 
writing archive logs to this new location in addition to any existing locations where the 
database is already writing logs. For this scenario, we will retain the default option “Use 
existing archive log destination(s)” as shown in Figure 23 

 

  Figure 23. ECX Oracle log backup 

 

9. We will retain the default selections for “Step 5: Data Masking” and “Step 6: Notification” 
tab. Data masking will be covered in more detail in scenario 3. 

10. Click the “Step 7: Finish” tab. Enter a name for your policy and a meaningful description. We 
name our policy as “Prod db backup” as shown in Figure 24. Click Finish. The policy runs as 
defined by your triggers, or can be run manually from the Monitor tab.  
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Figure 24. ECX name copy data policy 

11. Click on the Monitor tab, select the policy “Prod db backup”. Right click and select the Start 
option as shown in Figure 25 

 

Figure 25. ECX start copy data policy 
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A protection group is created in the Pure Storage array with the volumes fs_prod_data01, 
fs_prod_redo01 and fs_prod_arch01. Error! Reference source not found. shows the corresponding 
FlashRecover Snapshots available in the protection group.  

 

 

Figure 26. Pure Storage view of Protection groups and Snapshots 

Use Data Policy - Database Restore and Recovery 

Now we will create a “Use Data” policy to restore and recover the “prod” database and instantly 
mount it to another Oracle server in the “San Francisco, CA” site.  To create a Use Data policy:  

1. Click the Plan tab. On the Views pane, select Policies.   

2. Click the All Policies tab, select New, then select Application in the Use Data column as 
shown in Figure 27. The Application Use Policy editor opens.  
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Figure 27. ECX create use data policy 

3. Click the “Step 1:Workflow” tab. Select Oracle. Select the template Instant Database 
Recovery as shown in Figure 28. 

 

Figure 28. ECX application and template selection 
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4. Click Source. Expand the site “New York, NY” and select “prod” database as shown in Figure 
29.  

 

Figure 29. ECX use data policy source database selection 

5. Click Copy. All sites containing copies of the selected database will display as shown in Figure 
30. If you had run the Copy Data Policy with “Pure Replication” storage workflow we will see 
two sites, “New York, NY” and “San Francisco, CA” listed in the screen. Select “New York, 
NY”. Optionally you can also select “San Francisco, CA” and the Use Data policy will use the 
replicated snapshots for recovery. By default, the latest snapshot copy of your data is used. To 
choose a specific version, click Select Version and choose a specific time in the Version field. 
For this scenario, we will use the latest snapshot. 
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Figure 30. ECX select source snapshot version 

6. Click Destination. Select the site “San Francisco, CA” and an associated Oracle home. Click 
the Destination field to enter the alternate name “clone” for the database as shown in Figure 
31. 
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Figure 31. ECX select destination Oracle home and destination Oracle SID 

7. Click the “Step 2: Options” tab. For this scenario we will retain the default options as shown in 
Figure 32. 

 

 Figure 32. ECX select use data policy options 
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8. Click the “Step 4: Schedule” tab. Select “Start job now” as shown in Figure 33 to run the job 
immediately, as defined by the order of the recovery sources in the “Step 1. Workflow” tab. 
Optionally you can select “Schedule job to start at later time.” 

 

Figure 33. ECX use data policy schedule 

9. Click the “Step 5: Finish” tab. Enter a name for the policy. We will use the name “Oracle db 
clone’ for this policy as shown in Figure 34, click Finish. The policy runs right away as we had 
selected the Start job now option in “Step 4: Schedule”. Alternatively, we can start the policy 
manually in the Monitor tab. 
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Figure 34. ECX name use data policy 

10. The “Oracle db clone” policy will mount the snapshot of the “prod” database from the 
production Oracle server in “New York, NY” as “clone” in the Oracle server in “San Francisco, 
CA”. Once the policy completes it will mark that job as “PENDING” as shown in Figure 35. This 
state notifies administrators that a snapshot is currently mounted and in use and the 
administrators can take actions to clean up after testing or move data permanently to the test 
server. 
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Figure 35. ECX job completion status 

Scenario 2 - Database Point-In-Time Recovery 

Point-in-Time Recovery (PITR) is a key operational requirement for Oracle databases as it protects 
against unplanned downtime. For example, 

a) Human errors: A DBA accidentally dropped tables or deleted/updated records in a 
production database. These changes need to be undone. 

b) Media errors: The database could not perform complete recovery after a media failure 
as needed redo logs or incremental backups were not available. 

c) Operations hiccups: Database upgrade fails in the middle of a patch upgrade.   

Point-in-time recovery is an incomplete recovery as it does not use all the available redo or 
completely recover all the changes on the database. The database is restored to a specific full 
backup followed by application of redo logs or incremental backups to re-create all the changes up to 
a point-in- time before the unwanted change.  

The objective of this scenario is to:  

• Insert records on to “prod” database on the table “pitr” with sequence number (ID 
column) with date and time information. 

• Simulate a failure by inserting additional records with ID numbers that are out of 
sequence. 

• Perform point-in-time recovery to a specific point-in-time before the failure.  
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• Validate the records to show the database was recovered to a state prior to the failure.  

To accomplish this, follow these steps:  

1. Insert 5 records with date and time in the source database “pitr” table as shown in Figure 36. 

 

Figure 36. Insert record in the source Oracle database 

2. Using Catalogic ECX, run the Copy Data policy created in Scenario 1 to take a snapshot of the 
“prod” database. In the Monitor tab in ECX, right click “Prod db backup” and click Start. Figure 
37 shows the policy running. 
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Figure 37. ECX source database snapshot 

3. Error! Reference source not found. shows the  protection group and the FlashRecover 
snapshot in the Pure Storage interface. The snapshot consists of 3 volumes (fs_prod_data01, 
fs_prod_redo01, fs_prod_arch01) as shown in Figure 39. 

 

Figure 38. Pure Storage view snapshot 
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Figure 39. Pure Storage view snapshot members 

 
 

4. Next we will insert some additional records into the “pitr” table as shown in Figure 40 

 

Figure 40. Insert additional records in source Oracle database 

5. Now we will simulate a failure by inserting some records with numbers that are out of 
sequence as shown in  Figure 41. 
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 Figure 41. Insert failure records in source Oracle database 

6. To fix the issue, we must recover the database to a point-in-time prior to 12-JAN-2016 
12:20:25. We will use the time 12-JAN-2016 12:18:00 as the target recovery time to roll back 
all the transactions. 

7. Follow the steps in Scenario 1 to create a “Use Data” policy called “Oracle prod pitr”. In the 
Copy screen select the site “New York, NY” and click the checkbox “Allow Point-in-Time when 
job runs” as shown in Figure 42. 
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Figure 42. ECX select point-in-time recovery option 

8. Initiate the recovery in the “Monitor” tab by clicking the start option. Enter the date and time 
when prompted, to enter a recovery time. We will use 12-JAN-2016 12:18:00 as our recovery 
time as shown in Figure 43. Figure 44 shows the “Oracle prod pitr” policy running. 

 

Figure 43. ECX prompt for recovery time 
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Figure 44. ECX PITR use data policy status 

9. Figure 45 shows that the records with sequence number (21-25) have been successfully rolled 
back as part of the point-in-time database recovery. 

 

Figure 45. Query target database pitr table after recovery completes 
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Scenario 3 - Data Masking 

Data security is very crucial to ensure business critical data does not fall into the wrong hands.  Data 
masking or obfuscation is one of the data security methods which is used to hide confidential data by 
replacing it with fictitious data. This is very useful in testing or development environments. Testing 
and development is much more efficient if done against production data. But this is not practical as 
these activities add additional load to business-critical environments. Also, it’s not advisable to give 
everyone access to production datasets. Catalogic ECX incorporates data masking workflows as part 
of the snapshot creation process. These data masked snapshots can be made available to developers 
instantly with near real-time production data but with masked records. 

The objective of this scenario is to: 

• Create a snapshot of the “mytab” table in “prod” database that contains sensitive “credit card” 
information of customers and to mask the field.  

•  Bring the database up in a staging server to run the masking routine in the same snapshot 
workflow. We do this since masking operation could be time and resource intensive. Use the 
masked snapshot to clone the dev/test environment.  

NOTE: ECX works with existing data masking routines and scripts that the user already has. ECX does 
not package masking scripts in the product. 

To accomplish this, follow the steps: 

1. Figure 46 shows the “mytab” table in the “prod” database which contains the credit card 
information. 

 

Figure 46. Unmasked credit card information in source Oracle database 

2. Follow the steps in Scenario 1 to create a “Copy Data” policy called “Oracle prod db mask”. In 
“Step 5: Data Masking”, choose “Enable data masking.” Select the database prod in the “New 
York, NY” site. Next select the Oracle Home of the staging server and in the field “Enter path 
to masking command on Oracle Server” enter the path “/home/oracle/mask.sh” as shown in 
Figure 47. Optionally you can choose to mask the snapshot on the production snapshot or the 
replicated snapshot. Run the policy under the Monitor tab. 
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Figure 47. Step5::Data Masking in Copy Data polict toECX enable data masking 

The “Copy data” policy initates a snapshot and mounts the database snapshot to the staging 
server and runs the masking routine.  
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3. Follow the steps in Scenario 1 to create a “Use Data” policy called “DevOps Recovery.” Select 
Oracle and click on “DevOps” template in “Step 1: Workflow” as shown in Figure 48. 

 

Figure 48. ECX Select DevOps template for data masking in ECX Use data policy 

4. After the recovery is complete, query the target database table to see the masked credit card 
information.Figure 49 shows “mytab” table with credit card masked. 

 

Figure 49. Query target database mytab table aftre recovery completes 

 



© Pure Storage 2017   | 45 

 

 

Reports 

Catalogic ECX comes packaged with several reports. This can be used to run analytics on the data 
collected within the ECX catalog. The Report tab provides access to several key Reporting options, 
which can be leveraged for day to day activities. We will run a sample report. Figure 50 shows an 
“Application RPO Compliance” report, which shows the Oracle objects and their relation to the 
underlying storage systems. It also displays the recovery points in the production “New York, NY” site 
and the replicated copies in the “San Francisco, CA” site. 

 

Figure 50. ECX application RPO compliance report 

 

Other Use Cases 

DevOps automation 

The previous sections focused on the applicability of leveraging ECX for production recovery and 
dev/test environments. The same principles could apply to enhanced DevOps automation, as well as 
near real-time data access for business analytic workloads. In other words, while ECX may be initially 
deployed for one use case, it can deliver additional use cases by leveraging the same infrastructure.  
In fact, once a user has access to application consistent snapshot and replication copies, each use 
case has the same set of requirements for cataloging, reporting, managing and orchestrating the 
spinning up and spinning down of compute resources for effective data access.  
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As software development gets more and more agile, enterprise IT needs to provide increased agility 
and automation.  The ECX workflows can provide the required orchestration and automation required 
to leverage enterprise storage in support of these faster development windows.   

All ECX operations can be controlled via the ECX REST API, so data workflows are easily integrated 
with DevOps tools such as Puppet, Chef and so on. Test infrastructure can be deployed via a simple 
API call from within the DevOps tool. This fits cleanly into the DevOps model of rapid application 
development, as data sets and infrastructure can be continuously updated to keep pace with 
development efforts. Catalogic ECX and Pure Storage solves one of the biggest hurdles in DevOps, 
which is allowing DevOps to be run on data center resources.   

Near-real-time data access for business analytics 

The same capabilities described in the previous sections could be utilized providing near real-time 
data access for analytics. We can follow the same steps to create test machines in a fenced off 
environment and use it to run business analytics, application queries, application-based reporting, ETL 
processes, quickly recover from ransomware attacks, etc., and not have to provision large amounts of 
storage assets. Once the analytics has been completed, we can let ECX tear down the environment, 
avoiding unnecessary data sprawl and cost.  

 

Summary 

In this whitepaper, we have demonstrated how to manage, orchestrate, and analyze Copy Data in an 
IT environment deployed on Oracle and Pure Storage FlashArray infrastructure using Catalogic 
Software’s intelligent Copy Data management platform, ECX. The document referred to other 
whitepapers and User Guides that document detailed set up and testing of important pieces.  

The document includes details on installation and setup as well as the creation of Copy Data 
workflows and Use Data workflows to spin up instances of application consistent snaps onto various 
sites to be leveraged for multiple use cases.  

IT now has a more powerful way to harness the value Pure Storage infrastructure, without adding 
complexity or requiring added expertise. Catalogic ECX orchestration combined with the power of 
Pure Storage FlashRecover snapshots, deduplication capabilities and performance offers very unique 
and unparalleled capabilities. 

 

 

 

 



© Pure Storage 2017   | 47 

 

References 

1. Catalogic ECX 2.5.1 User Guide 

https://mysupport.catalogicsoftware.com/product.php/ECX251/ECX_UsersGuide.pdf  

2. Catalogic ECX 2.5.1 Quick Start Guide PDF 

https://mysupport.catalogicsoftware.com/product.php/ECX251/ECX_UsersGuide.pdf 

  



© Pure Storage 2017   | 48 

 

About the Author 

 
Sourav Bhattacharya is the Oracle Solutions Architect at Pure Storage 
responsible for defining the ideal database solution architecture for Pure 
products as well as its customers, performing benchmarks and preparing 
reference architecture for Oracle databases on Pure. 

Sourav has over 19 years of experience with Oracle Databases and in all 
aspects of implementing managing and growing large scale data platforms. 
Having worked in the A-team under Oracle development organization for over 
a decade he has vast experience in working with Oracle DB in CRS, RAC, 
ASM performance tuning and SQL tuning. 

 Twitter: @souravb75 

  



© Pure Storage 2017   | 49 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

 
 
 

Pure Storage, Inc. 
Twitter: @purestorage 

 www.purestorage.com 

 
650 Castro Street, Suite #260  

Mountain View, CA 94041 
 

T: 650-290-6088 
F: 650-625-9667 

 
Sales: sales@purestorage.com 

Support: support@purestorage.com 
Media: pr@purestorage.com 

General: info@purestorage.com 

 

 


